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Abstract 

In Southeast Asia, many key historical records are written in Jawi, an Arabic-derived writing 

system historically used for the Malay language. This paper presents a novel approach to 

making these documents machine-readable through two main contributions: a high-quality 

OCR system that outperforms previous solutions with a Character Error Rate (CER) of 8.66%, 

and a context-aware word sense disambiguation model that achieves 99.2% accuracy. We 

introduce novel datasets and fine-tuned models for both tasks, advancing the accessibility of 

Jawi documents and enabling downstream NLP applications. 

1. Introduction 

For over five centuries, the Jawi script - an adaptation of Arabic writing - served as one of 

the primary means of written communication in Southeast Asia. This project addresses the 

challenge of making historical Jawi texts machine-readable through OCR and post-OCR 

correction, contributing to a growing body of Digital Humanities work on historical writing 

systems (Strange et al, 2014; Hill and Hengchen, 2019). As an under-resourced script, Jawi 

presents unique challenges and opportunities that we explore through this case study. To 

contextualize our approach, we begin with a brief history of the script. 

Malay, which is an official language in Malaysia and Singapore, and is used elsewhere in 

Southeast Asia, is now typically written using the roman script, or Rumi Malay. However, for 

much of the fourteenth to the early twentieth century, Jawi was the script most widely used 

in written records, letters, manuscripts and tombstone inscriptions. Letters in Jawi largely 

correspond to those in Arabic, with modifications made to accommodate sounds absent in 

Arabic such as /ng/ and /p/.  Unlike the Arabic script, Jawi largely developed without an 

institutional center that regulated the form of the script, thus leading to a lack of uniformity 

in spelling and orthography (Rashid and Juhari, 2006; Collins, 1998; Fogg, 2015). This was 

especially evident in the use of vowels. A famous example, used by Jawi expert Mulaika 

Hijjas (2024) is the form بنتڠ  )bntng), which can be interpreted in at least five different ways: 
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banteng (wild ox), banting (throw down), bentang (spread out), benteng (fortification), and 

bintang (star). The absence of diacritics may also result in idiosyncratic use of vowels such 

that a single Rumi spelling may result in multiple Jawi renderings, for instance, merah (red) 

which can be written مره or ميره.  

Vocabulary lists in Rumi began appearing in the early 16th century as European explorers 

began learning the Malay language (Bausani, 1960; Teeuw, 1959). Outside the colonial 

administration, however, Jawi was still widely used. Malay printing presses published their 

books, pamphlets and newspapers in Jawi, retaining its use in the public sphere (Lent, 1978). 

However, after decolonisation, there was a clear pivot towards Rumi, and Jawi is now rarely 

used.  

Given the historical importance of Jawi, and the current dominance of Rumi, we aim to be 

able to accurately represent historical Jawi texts in machine-readable formats, in both Jawi 

and Rumi.  This two-pronged approach will enable more widespread access to historical 

texts in Rumi (as less people read Jawi today), but also preserve the original Jawi script for 

those who wish to engage with historical documents in their authentic form. We also wish to 

enable downstream NLP tasks (such as NER, classification and information retrieval) in both 

scripts. 

To achieve these larger goals, we first need to advance the following tasks (represented 

visually in Figure 1): 

1. Accurately render Jawi texts in UTF-8 (through OCR).  

2. Transliterate UTF-8 Jawi inti UTF-8 Rumi, using a combination of: 

2.1.  A rule-based system (which would render بنتڠ  as “bntng”. 

2.2. A disambiguation system, which would convert forms such as “bntng” into the 

correct words (“bentang”, “bintang”, etc.). 

 

 

Figure 1. A diagrammatic representation of our research pipeline 

Task 2.1 is relatively straightforward, so in this paper, we focus on task 1 and task 2.2, which 

present several challenges. While there is a wealth of resources for Arabic OCR, these 

systems don’t work well for Jawi. The second task, transcribing Jawi into Rumi, also presents 

unique problems. As noted earlier, the script typically omits short vowel markers, leading to 

significant ambiguity in interpretation. These characteristics, combined with the historical 

nature of many Jawi documents, and changes in spelling conventions, make traditional 
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approaches for OCR and transcription inadequate for the Jawi context. For example, Arnia et 

al (2019) report a 94% accuracy rate in detecting individual Jawi letters using a relatively 

straightforward algorithm (which they call the Tree Root algorithm). Razali at al. (2024) were 

also reportedly able to achieve a 94.9% accuracy ret using RestNet34 on individual Jawi 

letters. However, the problem of these approaches is that they don’t scale well to longer 

texts. 

Recent advances in Large Language Models (LLMs) and Visual Language Models (VLMs) have 

opened new possibilities for OCR and post-OCR correction (Thomas et al, 2024; Madarász et 

al. 2024; Mattingly, 2024) in under-resourced languages. However, the application of these 

techniques to Jawi has been limited by the scarcity of high-quality training data, evaluation 

benchmarks and the unique challenges posed by the script's uniqueness and inherent 

ambiguities. To address these limitations, we introduce datasets and models for OCR word 

sense disambiguation.   

2. Data and methods 

As part of our work, we developed two novel datasets for evaluating OCR and 

disambiguation tasks in Jawi. The first dataset pairs images of Jawi text with their UTF-8 

transcriptions, enabling direct evaluation of OCR accuracy. For this dataset, we used a 

scanned copy of the Warta Malaya newspaper, the first of the independent Malay dailies of 

the 1930s, and which ran for 10 years (National Library Singapore, n.d.). A selection of 

scanned pages from this newspaper was provided to us by the National Library of Singapore. 

We extracted all sentences from these pages and captured each one as a digital image with 

a corresponding UTF-8 transcription (a combined total of 1139 sentences). It should be 

noted that these examples sometimes include Roman-script English text, reflecting the 

multilingual nature of historical Malay newspapers.  

Several pages from the Warta Malaya had been previously transliterated into Rumi, as part 

of the Malay Transliteration Project at the National University of Singapore (Emmanuel and 

Barnard, 2009). Hijjas has also led another project for transliterating Jawi into Rumi (From 

The Page, n.d.). However, to the extent of our knowledge, there are no openly accessible 

datasets that include Jawi texts and their UTF-8 representations. Our data is available on 

Hugging Face at https://huggingface.co/datasets/mevsg/Jawi-OCR-v1.   

The second dataset addresses word sense disambiguation, focusing on common ambiguous 

cases in Jawi script. We collected 2,500 contextual examples centered around the 

aforementioned Jawi form بنتڠ  )bntng), and five possible interpretations: banteng (wild ox), 

banting (throw down), bentang (spread out), benteng (fortification), and bintang (star). Each 

interpretation is represented by 500 examples, providing a balanced dataset for training and 

evaluation. These examples were synthetically generated using Open AI’s gpt-4o-mini model 

via their API. The data is available on Hugging Face at 

https://huggingface.co/datasets/mevsg/bntng-disambiguation-v1. 

https://huggingface.co/datasets/mevsg/Jawi-OCR-v1
https://huggingface.co/datasets/mevsg/bntng-disambiguation-v1
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Both the transcription and the disambiguation datasets were independently verified by two 

annotators. Our OCR system builds upon the Qwen2-VL-2B-Instruct model, which we fine-

tuned for Jawi script recognition using the transcription dataset described above. For 

finetuning this model, we were inspired by Mattingly’s (2024) approach. This model was 

finetuned on a H100 GPU for 6 hours. The resulting model, and usage instructions are 

available at https://huggingface.co/mevsg/qwen-for-jawi-v1.  

Our word sense disambiguation system builds on recent advances in large language models 

for Southeast Asian languages. AI Singapore developed the SEA-LION model (2024) from 

scratch, specifically to work with these languages. For our word sense disambiguation task, 

we fine-tuned sea-lion-7b-instruct-research, an instruct-tuned variant of this model. Our 

finetuning script ran for 16hours on a single A6000 GPU and our model, together with usage 

instructions, is available at https://huggingface.co/mevsg/bntng-dis-v2.  

5. Results and Discussion 

Our OCR system achieved the following error rates: 

• Character Error Rate (CER): 8.66 

• Word Error Rate (WER): 25.50 

This is a significant improvement over Parichuri’s (2024) Surya, a state-of-the-art general-

purpose OCR model which reports a >95% accuracy for Arabic, but performs poorly on our 

Jawi data: 

• Character Error Rate (CER): 70.89% 

• Word Error Rate (WER): 91.73% 

Our character and word error rates, though far from perfect are remarkably encouraging 

given the extremely small dataset we used for training (911 sentences, 80% of our dataset). 

Given the complexity and multilingualism of these examples, our results demonstrate that 

VLMs are excellent candidates for future OCR exploration. Our word sense disambiguation 

model achieved 99.2% accuracy on the validation set. While accuracy is extremely high, we 

should note that the dataset only included a single ambiguous form, and more research is 

needed to expand this to a general disambiguation model. That said, this approach is clearly 

promising given the high accuracy achieved in this initial experiment. 

6. Conclusion 

Our work convincingly demonstrates the effectiveness of modern deep learning approaches 

in handling the complexities of Jawi script processing. The combination of improved OCR 

capabilities with robust word sense disambiguation represents a significant step forward in 

making historical Jawi texts more accessible to researchers and the public. 
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